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Abstract

Duplicate detection is the process of identifying pairs of attributes/records that refer to the same
real-world object. This is fundamental to ensure data quality in databases. Existing methods to detect
duplicate attributes can leverage heuristic string similarity measures, phonetic encoding techniques
that match strings based on the way they sound, or hybrid techniques that mix approaches. However,
these methods all rely on common sub-strings in order to establish similarity, and often do not
effectively capture the character replacements involved in duplicate attributes due to transliterations
or different languages. This work follows on the proposal of Santos et al. regarding string matching
using deep neural networks [22]. It considers more advanced neural architectures integrating shortcut
connections, self attention mechanisms, hard alignment attention between the strings being compared,
or max-pooling over the sequences of outputs of the recurrent layers, either considering a single
RNN or a hierarchy of RNN layers [26]. It also considers extentions the previous models involving a
concatenation of the representations of the strings obtained through neural network layers, with other
additional features, these features are derived from the dataset attributes but can also be related to
the similarity between the strings. The models are evaluated using datasets describing collections of
person names, organizations, or records of historical places. The results obtained from training and
evaluating the various neural network models and their extensions showed that the neural models
achieved superior results on all datasets, when compared to string similarity measures, without the
need of major tunings of the network parameters.

Keywords: Approximate String Matching, Deep Neural Networks, Duplicate Detection, Super-
vised Machine Learning, Recurrent Neural Networks.

1. Introduction

String matching refers to the task of pairing char-
acter strings that represent the same real-world ob-
ject. For example, the names Deutschland and Ger-
many should be paired, since both refer to the coun-
try named Germany. This is a fundamental prob-
lem in the context of several applications related to
data management, such as the detection of dupli-
cate database attributes/records.

A standard approach to this problem involves
computing a similarity metric between the strings
that are to be matched. Usually, an edit distance
[7, 15] or a heuristic such as the Jaro-Winkler met-
ric [14] are used to compute the similarity, and then
a decision is taken based on a threshold over the
similarity value. While relatively effective, these
methods require a laborious tuning of the similar-
ity threshold. Previous studies have shown that the
performance of different approximate string similar-

ity algorithms is task dependent and that there is
no single overall best technique [21, 4, 16].

This paper reports on approximate string match-
ing experiments that build on the previous work
reported by Santos et. al. [22] regarding the match-
ing of place names using deep neural networks. The
authors proposed a deep neural network architec-
ture to classify pairs of strings as either matching
or non-matching leveraging Gated Recurrent Units
(GRUs), to build representations from the strings
that are to be matched, i.e. a type of Recurrent
Neural Network (RNN) unit for modeling sequen-
tial, originally proposed by Cho et. al. [3]. These
representations are then combined and passed to
a sequence of feed-forward nodes, finally leading
to a classification decision. The entire model is
trained end-to-end through the back-propagation
algorithm, provided access to a training set of pre-
labeled string pairs. The authors showed that this
neural network architecture outperforms classical
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string similarity measures, as well as supervised
learning methods that combine these string simi-
larity measures.

The research project extended the methods from
Santos et. al. reported here by implementing short-
cut connections together with stacked RNNs, self
attention mechanisms, hard alignment attention be-
tween the strings being compared, or max-pooling
over the sequence of outputs of the RNN layers,
either considering a single RNN or a hierarchy of
RNN layers [26].

The datasets that were used to train and evaluate
the string matching approach were obtained from
GeoNames1 and from JRC-Names2 [8, 25]. The
GeoNames dataset, also used in the previous study
from Santos et. al. [22], is composed of 5 mil-
lion pairs of toponyms, extracted from the publicly
available GeoNames gazetteer. Each place in GeoN-
ames is described by multiple names, often corre-
sponding to historical denominations or to translit-
erations in multiple languages. Pairs of names asso-
ciated to the same or to different places, were thus
collected to form the dataset.

The original JRC-Names dataset consists of large
lists of names for persons and organizations, consid-
ering their many spelling variants as occurring in
news articles. The dataset built from this resource
is composed of 5 million pairs of persons names and
800 thousand pairs of organization names.

Another dataset that was used in this research, to
evaluate a feature based extension of the proposed
model, is a list of records of historical places that
contains various names of places and, as an extra
attribute, the coordinates for the places they are
geographically mapped to. This other dataset also
allowed us to see if models trained on GeoNames
data can generalize to other domains.

The results obtained from training and evaluat-
ing the various neural network models confirmed
that the neural approaches achieved superior results
on all datasets, when compared to string similarity
measures, without the need for a significant tun-
ing of the network parameters. When compared to
the results from the work of Santos et al., the re-
sults were similar with some of the extended models
achieving slightly better results.

The remainder of this document is organized as
follows: Section 2 presents fundamental concepts
related to string matching and deep learning, and
details previous research on the topics of string
matching and deep learning for similar Natural
Language Processing (NLP) problems. Section 3
presents the proposed models. Section 4 presents
the validation methodology, detailing the experi-

1http://www.geonames.org/
2http://ec.europa.eu/jrc/en/language-technologies/jrc-

names

mental protocol, datasets, evaluation metrics and
the obtained results. Finally, Section 5 concludes
with a summary of the results and proposals for
future work.

2. Background
Previous studies on approximate string matching
have reported on methods that involve computing
a string similarity metric between the strings to be
matched, and then making a decision on whether
the strings are a match or not, based on a threshold
over the obtained similarity value.

Traditional string similarity methods can be sep-
arated into three classes: character-based, token-
based, and hybrid approaches. Character-based
methods rely on character edition operations and
perform well when handling typographical errors
between pairs of strings. Some examples include
the Levenshtein edit distance [15] or the Jaro string
distance metric [14].

Token-based methods work well when there are
differing typographical conventions that lead to dif-
ferent word arrangements (e.g., John Doe versus
Doe, John), something that character-based meth-
ods fail to capture because character order mat-
ters as an edit operation on character-based meth-
ods. Examples of token-based methods include the
WHIRL approach that combines the cosine similar-
ity and the tf.idf weighing system [5] or the cosine
similarity with q-grams as tokens [11].

Hybrid approaches combine both ideas, in order
to improve effectiveness when matching names com-
posed of multiple tokens. Most of these methods are
based on applying a sub-measure to all pairs of word
tokens between the two strings, and then comput-
ing a final score based on these values. An example
of a hybrid-based method is the SoftTF.IDF metric,
where the pairs of tokens that are considered similar
by a metric like edit distance or Jaro also take part
in the computation of the cosine similarity, instead
of just considering the true identical words [1].

Previous studies noted that the performance of
string similarity metrics is task dependent and that
there is no single overall best technique [21, 4, 16].
As a consequence, manual tuning of similarity
thresholds and algorithm parameters is necessary
to obtain good results, and these tunings will vary
widely for different types of data.

Santos et al. suggested a deep learning approach
to the string matching problem [22], making use of
Recurrent Neural Networks (RNNs). RNNs are an
extension of feed-forward networks and allow the
representations of variable length inputs while pay-
ing attention to the properties of the input [9]. The
reason RNNs are able to do this is because of their
recurrent nature, where input vectors xi are fed into
the RNN in a sequential fashion and the resulting
outputs yi are then used for further prediction of
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the next input vector. RNNs do not only look at
the current input, also taking into account what was
perceived one step back. Mathematically, a RNN
can take the following form:

si = R(si−1,xi)

yi = O(si)
(1)

In brief, the recursive function R takes as input a
previous state vector si−1 and an input vector xi

producing a new state vector si. An additional
function O(.) is used to map the new state vec-
tor to the output vector yi. The parameters of
these abstract functions R(.) and O(.) will be set
during training, which is made through the back-
propagation algorithm that computes the gradients
regarding a given classification cost function.

Previous research has noted that the aforemen-
tioned simple RNN has difficulties in modeling long
sequences, specially due to the vanishing gradients
problem [20], where gradients will start getting very
close to zero and will not reach early input signals.
Extensions have been proposed to handle this prob-
lem, including the LSTM and GRU recurrent units.

LSTM [13] stands for Long Short-Term Memory
units and the main underlying idea is to introduce
memory cells that are able to preserve gradients
from earlier data. The LSTM architecture is de-
fined as follows:

LSTM(ct−1,ht−1,xt) = [ct;ht]

ct = it � c̃t + ft � ct−1

ht = ot � tanh(ct)

c̃t = tanh(Wc̃ · xt +Uc̃ · ht−1)

it = σ(Wi · xt +Ui · ht−1)

ft = σ(Wf · xt +Uf · ht−1)

ot = σ(Wo · xt +Uo · ht−1)
(2)

A LSTM cell, at time t, receives as input the pre-
vious LSTM cell state, ct−1, the previous LSTM
hidden state, ht−1, and the current input vector,
xt. The resulting state of the cell is composed of
the vectors ct and ht, where ct corresponds to the
memory and ht to the hidden state. An LSTM cell
has three gates, namely input, output and forget
gates. Their values are computed based on linear
combinations of the input vector xt with the previ-
ous cell hidden state ht−1 as an input to a sigmoid
activation function. The c̃t vector corresponds to
the candidate values for the cell state that result
from the combination of the input vector xt with
the previous cell hidden state ht−1, passed through
a hyperbolic tangent activation function.

The forget gate decides what to keep from the
previous cell state memory in the component-wise
product operation (ft � ct−1) while the input gate
controls what candidate values are to be used in the

(it � c̃t) operation, similarly to the forget gate. By
combining the result of these two operations the
current cell state is formed. Finally, the hidden
state ht results from the cell state that was pre-
viously calculated above, passed through a hyper-
bolic tangent function and filtered by the output
gate. These gating mechanisms make sure that de-
pendencies are captured across long time ranges.

Another popular alternative is the Gated Recur-
rent Unit (GRU) by Cho et al. [3], which serves as a
simpler and less expensive alternative to the LSTM
architecture. The GRU has fewer gates than the
LSTM and does not have a memory component.
The GRU architecture is defined as follows:

GRU(ct−1,xt) = [ct]

ct = (1− zt)� ct−1 + zt � c̃t
zt = σ(Wz · xt +Uz · ct−1)

rt = σ(Wr · xt +Ur · ct−1)

c̃t = tanh(Wc̃ · xt + (ct−1 � rt) ·Uc̃)
(3)

In this case, the rt gate controls how the previous
cell state ct−1 is used to compute a proposed update
c̃t. The other gate zt will then decide how much of
the proposed update will actually be incorporated
into the old cell state ct−1, in order to create the
new cell state ct.

Santos et al. [23] presented the results of a wide-
ranging evaluation on the performance of different
string similarity metrics over the toponym match-
ing task, where 13 different algorithms an several
supervised learning methods were compared.

The same authors later proposed a neural net-
work architecture for addressing the string match-
ing problem [22], that this work further extended
by considering more advanced neural architectures.

The previous model from Santos et al. demon-
strated superior performance over the classical
string similarity measures and the supervised learn-
ing methods. The obtained results show that the
neural network significantly outperformed individ-
ual similarity metrics from previous studies, as well
as previous methods based on supervised machine
learning for combining multiple metrics [23]. The
neural network model was inspired by a generic Nat-
ural Language Inference (NLI) model [6], detailed
in the next section.

3. Deep Learning for String Matching

The recent work from Santos et al. used deep neu-
ral networks in order to perform string matching.
The authors took inspiration from a generic Natural
Language Inference (NLI) model that consisted in
a pair of stacked RNN string encoders with shared
parameters and, where the outputs of the string
encoders are combined using a heuristic introduced
by Mou et al. [17]. Figure 1 illustrates this typi-
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cal sentence encoder architecture to tackle the NLI
problem (i.e., a NLP problem related to infering the
relationship between two input sentences).

The work reported in this paper extends the work
form Santos et al. by experimenting with a differ-
ent stacked RNN encoder, implementing shortcut
connections together with stacked RNNs, using self
attention mechanisms, hard alignment attention be-
tween the strings being compared, or max-pooling
over the sequence of outputs of the RNN layers.

Further work on this proposed models focused
on using common features between the strings by
feeding them to the network along side the repre-
sentations of the strings to be matched.

The proposed neural architectures take as input a
pair of strings, or a pair strings and a set of common
features, and will output a binary classification on
the relation between the inputs as either:

1. Matching: The two inputs refer to the same
real-world entity or object.

2. Non-Matching: The two inputs refer to dif-
ferent entities or objects.

The considered models were trained and evalu-
ated using the GeoNames dataset used in the previ-
ous work from Santos et al (2018) [22], as well as on
datasets built from a JRC resource that describes
collections of person names and organizations. In
a final test, we also considered a dataset of histori-
cal places names that contains the distance between
the places as a common feature.

Section 3 presents a general view on the pro-
posed model. The subsequent sections explain in
more detail the novel neural network architecture
and the extensions on the previous work by Santos
et al. [22]. Section 3.1 explains the base string en-
coder. Section 3.2 presents the various methods to
aggregate RNN states into string representations.
Section 3.3 presents an alternative string encoder
model based on previous ideas from Talman et al.
[26]. Section 3.4 explains the used methods to per-
form the final classification. Finally, Section 3.5
explains the usage of external features.

3.1. The Base String Encoder

Different types of neural networks can be used for
encoding sentences into fixed-sized representations.
In this context, a recurrent encoder with multiple
layers of bidirectional GRU or LSTM units, with
dimentionality of 60, are used. This architecture
takes its inspiration on previously proposed models
for natural language inference, and also from the
previous work by Santos et al., which used one or
two layers bidirectional GRUs.

The input to the proposed network is a pair one-
hot binary vectors that represent the string to be

compared. The strings are converted into a uni-
code canonical normalized format and they are also
padded with a special symbol that denotes the be-
ginning and termination of the string. The bidirec-
tional recurrent units take the individual character
vector representations as input and work by con-
catenating the outputs of two GRUs, one process-
ing the vector from left to right and the other from
right to left. The first network layer generates a
sequence of vectors that will be fed as input to the
second recurrent layer. The second layer processes
the input and outputs a single vector representation
that corresponds to the last output of the bidirec-
tional RNN unit of the second layer. Alternatively,
the second layer can also generate a sequence of
outputs, to be summarized latter by an attention
and/or a max-pooling mechanism.

Notice that the parameters of the RNNs are
shared across the two parts of the network that
process each input string, as is common of siamese
networks for NLI and similar tasks [18].

Shortcut connections are used as an extension to
the model from Santos et al., in order to improve the
baseline string encoder. The use of shortcut connec-
tions are related to the idea of residual connections
in CNNs [12] and to shortcut connections in Natu-
ral Language Inference [19], which concatenate the
character embeddings and the output hidden states
of the first layer and feed them as input to the next
layer of the network.

Mathematically, the input of the first and second
bidirectional RNN layers at instance t, when using
shortcut connections, is given by:

x1
t = et

x2
t = [et;y

1
t ]

(4)

In the previous equation, et corresponds to the
character embeddings, xt corresponds to the input
and yt to the output of the first network layer.

3.2. Aggregating RNN States
In the proposed neural network models there are
various ways to obtain a representation from the
hidden states of the last RNN. One of them is used
in a baseline encoder and consists in simply out-
putting the last hidden state of the bidirectional
RNN unit. Alternatives include the use of atten-
tion and/or max-pooling mechanisms, as explained
next:

3.2.1 Max Pooling

Insted of taking the last RNN state, we can execute
a max-pooling operation over the outputs of the
last layer of bidirectional RNNs. In order to do
this, each bidirectional RNN unit in the last layer
needs to output the hidden state at each timestep.
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Figure 1: Overview of the generic NLI network model.

Mathematically, the last layer is defined as:

H = (h1, . . . ,ht) (5)

Applying row max-pooling to the matrix H will
result in a vector representation that contains the
maximum value of each row of the matrix H.

3.2.2 Self-Attention

Self-attention is yet another way of obtaining the
representation of a string fro the last RNN states.
This approach uses an attention mechanism over
the hidden states of the last bidirectional RNN layer
of the network, defined as:

h̃t = tanh(W · ht)

αt =
exp(h̃t)∑T

k=1 exp(h̃k)

c =

T∑
t=1

(αtht)

(6)

In the previous equation, [h1, . . . ,hT ] are the
output hidden states of the second layer of the
network’s bidirectional RNNs. These are fed to
a non-linear function which outputs a set of keys
[h̃1, . . . , h̃T ]. The αt vector represents the weights
that are used to calculate the context vector c as a
weighted sum of the states [h1, . . . ,hT ].

3.2.3 Hard Alignment Attention

This work also tested a hard alignment attention
mechanism that starts by taking the two vector rep-
resentations, produced by the sentence encoder, and
then compute an element wise dot product between
them resulting in a matrix M . After this, a soft-
max is applied to both the rows and columns of M ,
resulting in two matrices of weights, respectively
represented as W1 and W2.

The W1 and W2 weight matrices are combined
with the first and second representations of the in-
put strings, respectively, using a dot product and
resulting in two matrices of weighed inputs, in W1

and in W2. Finally, each matrix column of the
weighed inputs is concatenated to its corresponding
input vector representation, resulting on two new
representations for each string.

Note that these new representations for each in-
put are matrices and need to be transformed into
fixed-length vectors in order for us to obtain a fi-
nal representation. This can be made by either ap-
plying a self-attention layer, a max-pooling mecha-
nism or feeding the representation to another layer
of bidirectional RNNs that only outputs the result
from the last timestep.

3.3. Hierarchical BiRNN with Max-Pooling

The hierarchical bidirectional RNN max-pooling is
a neural network architecture proposed by Talman
et al. [26] for NLI, consisting of a stacked bidirec-
tional RNN of three layers. In each layer there is a
max-pooling mechanism that acts upon the hidden
states of the bidirectional RNN layer. The results
from the three max-pooling mechanisms are in the
end concatenated, and this result makes up the final
string representation.

Between the RNN layers there also exists shortcut
connections, concatenating the character represen-
tations and the output hidden states of the subse-
quent layer, and feeding them as input to the next
RNN layer of the network.

Mathematically, the input of the first, second and
third bidirectional RNN layer at instance t is:

x1
t = et

x2
t = [et;y

1
t ]

x3
t = [et;y

2
t ]

(7)

In the previous equation, et corresponds to the
character embedding, xt corresponds to the input
and yt to the output of the network layers.

When considering this alternative for encoding
strings, the RNN chosen for the encoder was the
LSTM because this implementation was heavily in-
spired by Talman et al. approach [26]. However,
using a GRU would perhaps be a more interesting
choice, seeing that the previous work by Santos et
al. used GRUs. Also the ablation tests presented
in that work showed that a dimensionality of 60
hidden units (also used in this case) achieved bet-
ter results for a GRU encoder, which might not be
the case when considering a LSTM encoder, for in-
stance. In this light, an alternative version of the
encoder was used that leveraged GRUs and was
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Figure 2: Hierarchical bidirectional RNN with max-pooling.

tested on the JRC-Names organization dataset and
the historical places name dataset

3.4. Classification of the Representations
The two representations produced from the bidirec-
tional RNN layers for each string are then combined
through a set of different operations. Three match-
ing methods are applied to both representations,
namely (i) concatenation of the representation vec-
tors, (ii) element-wise product and (iii) difference
between the representation vectors.

The entire network is trained end-to-end through
back-propagation in combination with the Adam
optimization algorithm, using binary cross-entropy
as the loss function to be optimized.

The results from each matching method are con-
catenated, resulting in the final representation that
is going to be used for the classification. This can be
made through simple feed-forward layers process-
ing the combined representations or alternatively
through a highway network.

3.4.1 Feed-Forward Network

In this case, the combined final representation is
passed as input to feed-forward network layers. The
first layer uses a simple combination of the input to-
gether with a ReLU activation function, and this is
followed by another layer that uses a sigmoid activa-
tion function to produce the final output resulting
in a probability value that can be thresholded at
0.5 to either the value matching or nonmatching.

3.4.2 Highway Network

Another way to produce the final classification is
through the use of highway network, i.e. a novel
neural architectures which enables the training of
extremely deep networks using simple stochastic
gradient descent [24]. A highway network differs

in the sense that a plain feed-forward network of L
layers only applies a non-linear transform H(.) at
each layer (i.e., typically a non-linear function like
ReLU) on its input x to produce an output y. This
can be mathematically defined as:

y = H(x ·WH) (8)

A highway network, additionally defines two non-
linear transformations T(x ·WT ) and C(x ·WC),
such that:

y = H(x ·WH)� T(x ·WT ) + C(x ·WC) (9)

In the previous equation, T(.) is normally referred
to as the transform gate and C(.) as the carry gate,
since they express how much of the output is pro-
duced by transforming the input or carrying it, re-
spectively. For simplicity one can consider that
C = 1−T and thus, depending on the output of the
transform gates, a highway layer can smoothly vary
its behavior between that of a plain layer and that
of a layer which simply passes its inputs through.

3.5. Incorporating External Features

The proposed model was also extended to use com-
mon features to both strings being compared that
can help in the decision process. An extra represen-
tation for these features needs to be combined with
both string representations. This can be done by
simply concatenating the features representation to
the existing representation of both strings.

4. Experimental Evaluation

Three different datasets were used to evaluate the
quality of the neural network, specifically, built
from GeoNames and from the JRC-Names dataset,
and also considering historical places of names and
their geospacial coordinates in order to evaluate the
incorporation of external features.
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Figure 3: Neural network components using external features.

This section describes the datasets, presents the
experimental setup that was applied, and discusses
the obtained results.

4.1. Datasets and Evaluation Methodology

The Geonames dataset consists of 5 million pairs of
toponyms, corresponding to alternative names for
a same place. This dataset, used already in pre-
vious work [22, 23], was generated from lists of al-
ternative place names associated to records in the
publicly available GeoNames gazetteer. Each place
that is described in GeoNames is associated to mul-
tiple names, often corresponding to historical de-
nominations or to transliterations in multiple alpha-
bets and languages. We therefore collected pairs of
names associated to the same or to distinct GeoN-
ames records.

In this first dataset, the matching pairs of to-
ponyms thus correspond to alternative names for
the same place, with more than two characters and
that, after converting all characters into their lower-
cased equivalents do not match in every character.
The nonmatching pairs of toponyms correspond to
names for different places, not necessarily within
the same country, that also have more than two
characters.

In order to build a dataset that is both repre-
sentative and challenging for automated classifica-
tion, a significant portion of the nonmatching pairs
should not be completely dissimilar. According to
this intuition, the preferred toponym pairs have a
Jaccard similarity coefficient above zero. If the sim-
ilarity between a nonmatching pair of toponyms is
equal to zero, the pair is discarded with a probabil-
ity of 0.75, when building the dataset

The second dataset that was used to evaluate the
proposed neural network was built from the JRC-
Names dataset which is a highly multilingual named
entity resource for person and organization names.
This resource consists of large lists of names and

their many spelling variants, including translitera-
tions in multiple alphabets and languages.

The original dataset is also divided into two cate-
gories, i.e. JRC-Names Person and JRC-Names Or-
ganization. The first corresponds to person names
and their multiple designations, and the second cor-
responds to organization names. The matching
pairs of strings in the datasets built from JRC-
Names correspond to alternative names for the
same person or organization, that are not exact du-
plicates. The nonmatching pairs of strings corre-
spond to names for different persons or organiza-
tions that share at least 4 consecutive characters.
Table 1 presents elementary characterization statis-
tics for the JRC-Names dataset

The final dataset that was used to evaluate the
usage of external features is a collection of records
of historical places names, shared with us by the re-
searchers in the Republic of Letters COST project.
These records contain the place name and, as an at-
tribute, the geographical coordinates it is mapped
to. This way one can rely not just on the place
names, but also on this extra attribute as a feature.

The matching pairs of strings in this third dataset
correspond to alternative names for the same his-
torical place in Europe, that are not exact dupli-
cates. The nonmatching pairs of strings correspond
to names for different historical places that share at
least 4 consecutive characters. This dataset is quite
small, totaling 2024 pairs.

The idea behind this dataset is to use other at-
tributes of the matching records to build external
features. Given our dataset of records of historical
places, the proposed network uses, in one of the ex-
periments and as an addition to the strings to be
matched, a feature that is common to both strings
(i.e., the distance between their coordinates). Table
1 presents elementary characterization statistics for
the historical places names dataset Another type
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Persons Orgs
Number of pairs 5000000 800000
Number of matching pairs 2500000 400000
Avg. of chars. per string 31.01 46.12
Avg. of word per string 4.64 5.96
Chars. in largest string 67 117
Words in largest string 11 16

Historical Places
Number of pairs 2024
Number of matching pairs 1012
Avg. of chars. per string 12.52
Avg. of word per string 1.84
Chars. in largest string 64
Words in largest string 12

Table 1: Statistical characterization of the dataset
built from the JRC-Names resource, and the histor-
ical places names dataset

of feature that can be used is the similarity score
of the strings to be matched calculated by string
similarity measures.

A posterior analysis also revealed some problems
with this dataset, namely the fact that the geospa-
cial coordinates are unique to each distinct place
in the dataset, and thus they act as keys for the
identification of duplicate records.

The evaluation relied on a twofold cross-
validation methodology. This means that the
available pairs of strings, in each dataset, were
split into two distinct subsets, with an equal
number of matching and nonmatching pairs. These
two subsets were used separately to train and
test each neural network model, and we finally
report on averaged accuracy scores from each folder.

4.2. Obtained Results

Table 2 compares the performance of individual
string similarity metrics and supervised learning
methods that combine these multiple string simi-
larity metrics [23], over the JRC-Names datasets.
Similar results were originaly reported by Santos et
al. for the Geonames dataset [22].

Regarding the 13 individual string similarity met-
rics, the threshold value α considered for making
the matching decisions was tuned to the best results
in terms of the F1-score separately for the organiza-
tion and person datasets. Experiments show that,
in both datasets, the different string similarity met-
rics achieve somewhat similar results when properly
tuned. These results are also in the same order of
magnitude when compared to those reported for the
GeoNames dataset [23]. Results on the JRC-Names
Person dataset are slightly better than the results

on the JRC-Names Organization dataset. The best
results regarding the F1-Score on the Organization
dataset were achieved with the Jaro metric, with an
F1-Score of 60.57. This same metric also achieved
the best score in terms of recall, with a score of
86.79, while the Jaccard metric achieved the best
scores in terms of accuracy and precision, respec-
tively 55.71 and 61.81.

The highest F1-Score on the JRC-Names Person
dataset was achieved with the Jaro-Winkler Re-
versed metric corresponding to 62.94. However the
Damerau-Levenstein metric achieved a very similar
F1-Score, and outperformed all the other metrics in
terms of accuracy and precision. The Jaro metric
achieved the best recall with a score of 91.74.

The tests with feature-based supervised machine
learning methods leveraged the 13 diferent string
similarity metrics as features. These results show
a clear improvement when compared to the direct
use of individual string similarity metrics. The Ex-
tremely Randomized Trees method yielded the best
results in terms of accuracy on both datasets. Again
similar results have been reported over the GeoN-
ames dataset [22].

Table 3 presents the obtained results over the
GeoNames dataset, comparing the performance of
the deep neural network model from Santos et al.
[22] and the various extensions proposed in this
work. The baseline model by Santos et al. [22]
achieves overall the best performance regarding the
GeoNames dataset, although the model that aggre-
gates all the components does not fall behind in
terms of accuracy score.

Tables 4 and 5 present the obtained results over
the JRC-Names datasets again comparing the per-
formance of the deep neural network model from
Santos et al. [22], and the various extensions pro-
posed in this work. Just like in the GeoNames
dataset, neural models present better results alto-
gether than the string similarity and feature-based
supervised machine learning approaches.

With the JRC-Names Person dataset the neu-
ral network model leveraging shortcut connections
yielded the best results, with an accuracy and
F1 score of 99.20, while in the JRC-Organization
dataset the best results came from the neural net-
work model with shortcut connections and self at-
tention, with an accuracy and F1-Score of 98.15.

The hierarchical bidirectional LSTM max-
pooling model obtained competitive results in the
JRC-Names Persons dataset with the second best
accuracy score of 99.12 while in the JRC-Names Or-
ganizations dataset it achieved an accuracy score of
97.48, and a similar score of 97.27 using the GRU
variant to this encoder.

Table 6 presents the obtained results over the
historical places dataset that uses as a feature the
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Persons Organization
Method Acc. Prec. Rec. F1 Acc. Prec. Rec. F1
Damerau-Levenstein (α = 0.55|0.25) 69.69 83.58 49.01 61.79 44.66 43.82 37.87 40.63
Jaro (α = 0.2|0.20) 45.87 47.85 91.74 62.89 43.51 46.52 86.79 60.57
Jaro-Winkler (α = 0.20|0.25) 45.87 47.85 91.73 62.89 43.49 46.51 86.75 60.56
Jaro-Winkler Reversed (α = 0.35|0.35) 46.07 47.94 91.59 62.94 43.27 46.38 86.34 60.35
Sorted Jaro-Winkler (α = 0.35|0.35) 45.89 47.84 91.30 62.79 43.37 46.43 86.21 60.36
Permuted Jaro-Winkler (α = 0.30|0.35) 45.93 47.88 91.68 62.90 43.39 46.44 86.18 60.35
Cosine N -Grams (α = 0.45|0.30) 63.75 69.55 48.89 57.42 49.29 49.11 39.04 43.50
Jaccard N -Grams (α = 0.30|0.25) 65.71 74.69 47.52 58.08 55.71 61.81 29.88 40.28
Dice Bi-Grams (α = 0.50|0.30) 66.69 75.78 49.06 59.56 48.70 48.47 41.27 44.58
Jaccard Skipgrams (α = 0.50|0.20) 66.73 76.28 48.57 59.35 41.32 44.90 76.36 56.55
Monge-Elkan (α = 0.75|0.20) 68.20 78.22 50.46 61.34 32.01 39.01 63.82 48.42
Soft-Jaccard (α = 0.60|0.45) 68.09 79.01 49.27 60.69 51.31 51.62 41.77 46.17
Davis and De Salles (2007) (α = 0.65|0.55) 67.04 74.85 51.32 60.89 54.86 56.55 41.96 48.17
Support Vector Machines 88.98 93.40 85.99 89.54 75.61 80.15 67.96 73.55
Random Forests 96.35 97.01 95.56 96.28 88.63 92.61 83.92 88.05
Extremely Randomized Trees 96.37 97.14 95.51 96.32 88.64 92.99 83.56 88.02
Gradient Boosted Trees 94.72 96.40 94.40 95.39 86.86 91.58 81.13 86.04

Table 2: Experimental results obtained over the JRC Person Names dataset, comparing individual string
similarity metrics against supervised machine learning techniques.

GeoNames
Method Acc. Pre Rec F1
Network Architecture from Santos et al. [22] 88.71 88.43 89.07 88.75
+ Highway Network 88.17 87.80 88.68 88.24
+ Shortcut Connections (SCs) 87.71 87.08 88.57 87.82
+ Max-Pooling 85.75 86.09 87.07 86.58
+ SCs + Max-Pooling 86.28 85.19 87.83 86.49
+ SCs + Inner Attention 86.64 86.13 87.17 86.65
+ SCs + Hard Attention for Alignment 87.62 85.19 87.83 86.49
+ SCs + Inner Attention + Hard Attention for Alignment 87.78 87.68 87.90 87.79
+ All the Above Components 88.62 89.24 87.17 88.19
Hierarchical BiLSTM Max-Pooling [26] 87.95 88.23 88.45 88.54

Table 3: Results over the GeoNames dataset from the study by Santos et al., with different neural network
architectures.

distance between the geospacial coordinates of the
locations. When the neural network model is eval-
uated without the features the results are similar
to the ones in the GeoNames dataset, but when
they are loaded into the neural network model the
results increase by 10∼13 percent. Still regarding
the experiment involving the common feature, the
baseline model achieved the best overall results with
an accuracy score of 98.96. The model with short-
cut connections and hard alignment obtained the
best precision, with a score of 98.25. The hierar-
chical bidirectional LSTM max-pooling model and
its GRU variant achieved close results between each
other but the LSTM variant scored a better accu-
racy than the latter.

With this dataset all the models achieved a very
high recall score which means that the ratio between

the number of items correctly assigned to a class
(i.e. matching or non-matching) is almost the same
as the actual total number of items in that class.

However it is also important to notice that the
historical place names dataset is a particularly small
dataset with some limitations. The single external
feature that was used corresponds to the distance
between geospacial coordinates for the places, but
when two places are a match their coordinates are
exactly the same. This means that when the places
match, their distance, i.e. the feature, is equal to
zero.

This comes without saying that other types of
features could be used, i.e. the cosine similarity
between the places names, or other string similarity
metrics.
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JRC-Names Person
Method Acc. Pre Rec F1
Network Architecture from Santos et al. [22] 99.08 98.86 99.30 99.08
+ Highway Network 98.83 98.66 99.01 98.83
+ Shortcut Connections (SCs) 99.22 98.97 99.48 99.22
+ Max-Pooling 96.25 96.97 95.88 96.42
+ SCs + Max-Pooling 97.35 96.97 96.88 96.92
+ SCs + Inner Attention 97.56 98.01 97.98 97.99
+ SCs + Hard Attention for Alignment 96.42 95.88 96.05 95.96
+ SCs + Inner Attention + Hard Attention for Alignment 98.93 98.88 99.10 98.99
+ All the Above Components 98.05 98.36 98.45 98.40
Hierarchical BiLSTM Max-Pooling [26] 99.12 98.67 98.87 98.77

Table 4: Results over the JRC-Names Person dataset with different neural network architectures.

JRC-Names Organizations
Method Acc. Pre Rec F1
Network Architecture from Santos et al. [22] 97.99 97.78 98.21 97.99
+ Highway Network 97.93 97.70 98.17 97.93
+ Shortcut Connections (SCs) 98.08 97.83 98.31 98.07
+ Max-Pooling 95.12 95.57 94.46 95.10
+ SCs + Max-Pooling 96.83 97.18 96.47 96.82
+ SCs + Inner Attention 98.15 98.06 98.23 98.15
+ SCs + Hard Attention for Alignment 95.42 95.76 95.05 95.40
+ SCs + Inner Attention + Hard Attention for Alignment 97.74 97.88 97.59 97.74
+ All the Above Components 97.69 97.37 98.02 97.69
Hierarchical BiLSTM Max-Pooling [26] 97.48 97.22 97.74 97.48
Hierarchichal BiGRU Max-Pooling 97.27 97.20 97.35 97.28

Table 5: Results over the JRC-Names Organizations dataset with different neural network architectures.

It would be interesting to use a more challenging
dataset where each place had distinct geospacial
coordinates and not just coordinates related to a
common numeric identifier, and also combining
multiple common features.

5. Conclusions and Future Work

This work proposed extensions to the neural net-
work model created by Santos et al. [22], by consid-
ering neural architectures integrating shortcut con-
nections, self attention mechanisms, hard alignment
attention between the strings being compared, or
max-pooling over the sequences of outputs of the
recurrent layers. Experiment were also made with
a different and more recent model used originaly
in the NLI task, consisting of a hierarchical max-
pooling neural network [26].

The different neural network architectures were
tested with the GeoNames dataset that was previ-
ously used in the work of Santos et al. [22], on new
datasets built from the JRC-Names resource, and
also with a small dataset of historical place names.
The results compared individual string similarity
metrics against different types of supervised ma-
chine learning approaches in the light of the pre-

vious work by Santos et al. [23]. Using a deep
learning method to detect matching strings may be
very useful in the context of several applications re-
lated to data management, such as the detection of
duplicate database records.

The results obtained from training and evaluat-
ing the various approaches showed that the neu-
ral models achieved superior results on all datasets,
without the need of tuning thresholds on the net-
work parameters, when compared to the approach
of computing a string similarity metric between the
strings.

To evaluate the incorporation of features in
the neural network models, experiments with the
dataset of historical place names used the geospa-
cial distance between each place coordinates as a
common feature. This resulted in a increase of ev-
ery metric when compared to the models that did
not use this feature.

Despite the interesting results, there are also
many ideas to explore as future work. For instance,
the present paper explores different approaches
based on recurrent neural networks (RNNs) for
modeling the strings that are to be compared, al-
though recent work within the NLP community has
suggested alternatives to RNNs (e.g., based on at-
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Historical Places + Feature
Method Acc. Pre Rec F1
Network Architecture from Santos et al. [22] 98.96 97.96 99.99 98.96
+ Highway Network 98.66 97.86 99.50 98.67
+ Shortcut Connections (SCs) 98.76 97.58 99.51 98.54
+ Max-Pooling 98.51 97.12 99.99 98.53
+ SCs + Max-Pooling 98.41 96.93 99.99 98.44
+ SCs + Inner Attention 98.81 97.77 99.90 98.82
+ SCs + Hard Attention for Alignment 98.89 98.25 99.56 98.90
+ SCs + Inner Attention + Hard Attention for Alignment 98.71 97.58 99.90 98.73
+ All the Above Components 98.76 97.68 99.92 98.79
Hierarchical BiLSTM Max-Pooling [26] 98.76 97.68 99.90 98.78
Hierarchichal BiGRU Max-Pooling 98.02 96.82 99.30 98.04

Table 6: Results over the historical places names dataset with different neural network architectures.

tention mechanisms, or on combinations of convo-
lutional layers with customized pooling operations)
that can be trained much faster, and also often
achieving superior results [2]. For future work, we
can also consider different alternatives for encoding
the input strings, and we can test more recent neu-
ral network models proposed in the context of the
NLI task [10, 27, 28].
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